
Lecture 13: Accelerators

Tsung Tai Yeh
Department of Computer Science

National Yang Ming Chiao University

CS10014 Computer Organization



Acknowledgements and Disclaimer

● Slides were developed in the reference with 

● CS 61C at UC Berkeley 

● https://inst.eecs.berkeley.edu/~cs61c/sp23/

● 6.888 at MIT

● https://courses.csail.mit.edu/6.888/spring13/

● CIS510 at Upenn

● https://www.cis.upenn.edu/~cis5710/spring2024/

2

https://inst.eecs.berkeley.edu/~cs61c/sp23
https://inst.eecs.berkeley.edu/~cs61c/sp23/
https://courses.csail.mit.edu/6.888/spring13/
https://www.cis.upenn.edu/~cis5710/spring2019/


Outline

● Graphics Processors (GPU)

● Roofline Performance Model

● Tensor Processing Unit (TPU)
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Why do we need accelerators ?

● Previously
○ We focused on designing general-purpose processors

● Why do accelerators have become attractive in recent years?
○ Dennard Scaling has ended

■ Dennard Scaling allowed voltage to shrink with transistor size
■ Without Dennard Scaling, we need to find other ways to keep power in 

check

○ Dark Silicon
■ Not turn on all transistors on the chip
■ The success of application’s accelerators (encryption, 

compression …)
■ Applications only use subset of processors/accelerators at a time, 

such a heterogeneous architecture meets dark silicon phenomenon
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Increasing transistors is not getting efficient
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General purpose 

processor is not getting 
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efficient because of
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Dennard Scaling

● Dennard scaling allowed voltage to shrink with transistor size 

○ E.g. 180 nm -> 1.8 V, 130 nm -> 1.3 V

○ All 4 cores (45 nm) can be worked in full speed

○ Could all 8 cores (28 nm) be worked in full speed, too ?  Why ?
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Power = alpha x CFV2

alpha: percent time 

switched

C: capacitance

F: Frequency

V: Voltage

1. Typically, the transistor size reduces K (~1.4) times 

2. In the same chip area, the number of transistor 

increases K2 times, the  frequency increases K times

3. The size of capacitance shrinks K times as the reduction 

of transistor size, and the voltage reduces K2 times

4. So, we can boost performance of the chip without any 

compensation of the power



Voltage threshold of MOSFET

● Temperature affects the value of VGS and ID
○ Ta = 25 d, ID = 1A and Ta = 75 d,  ID = 1.5 A when

fixing VGS

○ Due to VGS (TH) constraint, difficult to keep 

reducing voltage to be proportional to

the transistor size below 28 nm
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Nch MOSFET https://techweb.rohm.com.tw/knowledge/si/s-si/03-s-si/5277



What can we do ?

● Dark silicon
○ Below 28 nm, the voltage (V) is hard to 

be changed 

○ K2 = (transistor size as capacitance size) K x frequency (K) 

○ The power increases K2 times 

○ Therefore, not turn on all transistor on the chip

○ What is the percentage of inactive transistors ?

○ 20 nm: 33%, 16 nm: 45%, 10 nm: 56%, 7 nm: 75%, 5 nm: 80%

● Dim silicon
○ Turn all transistor on at low clock speeds
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Power = alpha x CFV2

alpha: percent time 

switched

C: capacitance

F: Frequency

V: Voltage



Heterogeneous SoC
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Domain-specific 

Accelerators

Domain-specific 

AcceleratorsCPU

2019 Apple A12 

7 nm TSMC 83 mm2

42 accelerators

2014 Apple A8 

20 nm TSMC 89 mm2

28 accelerators

2010 Apple A4 

65 nm TSMC 53 mm2

4 accelerators
https://edge.seas.harvard.edu/files/edge/files/alp.pdf

• Post-Moore era and dark silicon

• A suite of accelerators on chip are rising

• Applications will only use a subset of processors/accelerators at a time

• Such a heterogeneous architecture is compatible with dark silicon



Digital Accelerator (I): GPU

10https://www.nvidia.com/en-us/data-center/a100/

Nvidia V100 GPU 

(2019)

Nvidia A100 GPU 

(2020)

Transistor count 21 billion 54 billion

FP32 

performance

15.7 TFLOP/s 19.5 TFLOP/s

Tensor FP32 125 TFLOP/s 156 TFLOP/s

TDP 300 W 250 W

Die size 815 mm2 862 mm2

TSMC 12 nm TSMC 7 nm 

2.57 X
1.24 X
1.25 X



Digital Accelerator (II): Tensor Processing Unit (TPU)

● Systolic-array accelerator

○ V1: Inference only

○ V2: Training with bfloat

○ V3: 2X powerful than v2

● Edge TPU

○ Coral Dev Board

○ 4 TOPS

○ 2 TOPS/Watt

○ Support TensorFlow Lite
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Digital Accelerator (III): Wafer-Scale DL Engine

● Cerebras Largest DL Chip Ever Built!!

● 46225 mm2 (WoW !!)

● 1.2 trillion transistor

● 400,000 optimized AI 

cores

● 18 GB on-chip memory

● TSMC 16 nm process
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History of GPUs

● Early Video Cards

○ Frame buffer memory with address generation for video input

● 3D graphics processing

○ Originally high-end computers (e.g. SGI)

○ 3D graphics cards for PCs and game consoles

● Graphics Processing Units

○ Processors oriented to 3D graphics tasks

○ Vertex/pixel processing, shading, texture mapping, rasterization
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What is GPU?

● GPU = Graphics Processing Units

● Accelerate computer graphics rendering and rasterization

● Highly programmable (OpenGL, OpenCL, CUDA, HIP etc..)

● Why does GPU use GDDR memory?

○ DDR RAM -> low latency access, GDDR RAM -> high bandwidth 
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Discrete GPU

● A (PCIe) bus connecting the CPU and GPU

● Separate DRAM memory spaces

○ CPU (system memory) and the GPU (device memory)

● DDR for CPU vs. GDDR for GPU

○ CPU DRAM optimizes for 

low latency access

○ GPU DRAM is optimized for 

high throughput
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Integrated GPU

● Have a single DRAM memory space 

● Often found on low-power mobile devices

○ Ex. AMD APU

○ Private cache -> cache coherence 
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GPU Architecture

● Processing is highly data-parallel
○ GPUs are highly multithreaded

○ Use thread switching to hide memory latency

○ Graphics memory is wide and high-bandwidth

● Trend toward general purpose GPUs
○ Heterogeneous CPU/GPU systems

○ CPU for sequential code, GPU for parallel code

● Programming languages/APIs
○ DirectX, OpenGL

○ C for Graphics (Cg), High Level Shader Language (HLSL)

○ Compute Unified Device Architecture (CUDA)
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GPU Architecture

● Multiple SIMD processors (SMs), each as shown:

○ Each SM contains multiple ALUs (single/double-precision)

○ Each SM has its own L1 cache and programmable shared MEM
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GPU Architecture

● Cores are
○ Multithreaded, data parallel 

● Capabilities
○ 64K registers

○ 192 simple cores

■ Integer and single-precision 

(SP) FPU

○ 64 double-precision (DP) FPUs

● Scheduling
○ 4 warp schedulers, 2 instruction 

dispatch per warp 19



GPU Architecture

● All threads can be independent

○ HW implements zero-overhead switching

● 32 threads are packed in warps

○ Warp: set of parallel threads that execute the 

same instruction-> data parallelism

○ 1 warp instruction keeps cores busy for multiple 

cycles

● SW thread blocks mapped to warps

○ When HW resources are available
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GPU Architecture

● 64 warps per SM

● 32 threads per warp

○ 64K registers/SM

○ Up to 255 registers per threads (8 warps)

● Scheduling

○ 4 schedulers select 1 warp per cycle

○ 2 independent instructions issued per 

warp (double-pumped FUs)

○ Total bandwidth = 4 x 2 x 32 = 256 ops 

per cycle 21



GPU Memory Structures

● Software GPU Thread Model (CUDA)

○ Single-program multiple data (SPMD) 

○ Each thread has local memory

○ Parallel threads packed in thread blocks

■ Each thread in a warp is executed at

a lock-step manner

■ Group multiple warps in a thread 

block

■ Barrier synchronizes threads in a 

thread block
22



GPU Memory Structures

● Each SM has 64KB of local memory

○ Split between shared memory and L1 

cache

○ 256 Bytes per access

○ 48KB read-only data cache

○ 1.5MB shared L2

■ Supports synchronization operations

(atomicCAS, atomicADD …)

○ Throughput-oriented main memory

■ GDDRx standards
23



CPU vs GPU
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Cores Clock 

Speed

Memory Price Speed

CPU (Intel 

Core i7-

7700k)

4 4.2 GHz DDR4 RAM $385 ~540 GFLOPs F32

GPU (Nvidia 

RTX 3090 Ti)

10496 1.7 GHz DDR6 24 GB $1499 36 TFLOPs F32

CPU: A small number of complex cores, the clock speed of 

each core is high, great for sequential tasks

GPU: A large number of simple cores, the clock speed of 

each core is low, great for parallel tasks



CPU vs GPU
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Why do we use GPU for computing ?

● What is difference between CPU and GPU?
○ GPU uses a large portion of silicon on the computation against CPU

○ GPU (2nJ/op) is more energy-efficient than CPU (200 pJ/op) at peak 

performance

○ Need to map applications on the GPU carefully (Programmers’ duties)
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CPU GPU

https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html

https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html


GPU Programming

● In SAXPY example

○ CUDA code launches 256 threads per block

■ Thread = 1 iteration of scalar loop (1 element in vector loop)

■ Block = body of vectorized loop (with VL = 256 in this ex.)

■ Grid = vectorizable loop
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Modeling Performance

● Assume performance metric of interest is achievable 

GFLOPs/sec

● Arithmetic intensity of a kernel

○ FLOPs per byte of memory accessed

● For a given computer, determine

○ Peak GFLOPS (from data sheet)

○ Peak memory bytes/sec (using stream benchmark)
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Roofline Performance Model

● Attainable GPLOPs/sec

= max (Peak Memory BW x arithmetic intensity, Peak FP perf. )
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Roofline Performance Model

● Example: AMD Opteron X2 vs. Opteron X4 CPU

○ 2-core vs. 4-core, X4 is 2x FP performance/core than X2, 2.2 

GHz vs. 2.3 GHz, Same memory system

30

If we want to get higher 

performance on X4 than X2

• Need high arithmetic 

intensity

• Or working set must fit in 

X4’s 2MB L3 cache



Optimizing Performance

● Optimize FP performance

○ Balance adds & multiplies

○ Improve superscalar ILP and use of

SIMD instructions

● Optimize memory usage

○ Software prefetch

■ Avoid load stalls

○ Memory affinity

■ Avoid non-local data accesses

31



Optimizing Performance

● Choice of optimization depends on arithmetic 

intensity of code

● Arithmetic intensity is not always fixed

○ May scale with problem size

○ Caching reduces memory accesses

■ Increases arithmetic intensity
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Tensor Processing Unit (TPU)

● TPU v1
○ Google’s first DNN DSA

○ Handle inference (serving)

○ The systolic array MXU has 64K 8-bit

integer Multiply Accumulate (MAC) units

○ The CPU exchanges over PCIe
■ Model inputs and outputs

■ instructions

○ Perf/Watt compared to GPUs and CPUs
■ 30 – 80 X higher

33

Jouppi et al. ISCA, 2021



Tensor Processing Unit (TPU)

● TPU v2
○ Addresses training

○ Merge activation storage and the accumulators into a single vector 

memory

○ A more programmable vector unit 

○ Support Bfloat16 with 16 K MAC units (1/4 of the TPUv1’s size)

○ The MXU was attached to the vector unit as a matrix co-processor

○ High HBM DRAM bandwidth keeps TPUv2 core well utilized

○ TPUv2 fetches its own 322-bit VLIW instructions from a local

memory rather than the host memory 

34Jouppi et al. ISCA, 2021



Tensor Processing Unit (TPU)

● TPUv2
○ Add a chip-to-chip interconnect

fabric (ICI) enable up to 256 chips

○ Two TensorCores per chip

○ Prevent the excessive latency
■ Two small cores per chip vs.

■ A single large full-chip core

○ TPUv3
■ Has 2X the number of MXUs and 

HBM capacity

■ 1024 chips

35Jouppi et al. ISCA, 2021



TPUv3

● Code Sequencer

○ VLIW with software-managed memory

○ 322-bit VLIW instructions

○ 2 x scalar ALU, 2 x vector ALU, vector load and store, 2 x queue 

operations for matrix multiply/transpose unit
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TPUv3

● Vector Processor (VPU)

○ Uses data-level parallelism (2D matrix and vector functional 

units) and instruction-level parallelism (8 operations per 

instruction)

○ Uses on-chip vector memory (Vmem) with 32K 128 x 32-bit 

elements (16 MiB)

○ 32 2D vector registers (Vregs) that each contain 128 x 8 32-bit 

elements (4 KiB)
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TPUv3

● MXU

○ Produces 32-bit FP products from 16-bit FP inputs that 

accumulate in 32 bits

○ Two MXUs per TensorCore

● The transpose reduction permute unit

○ 128x128 matrix transposes, reductions, and permutations
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TPU Microarchitecture 

● 4-stage overlapped execution,

1 instruction type/ stage

● Execute other instructions while

MM is busy

● Read_Weight doesn’t wait for

weights fetched from DRAM

● The MM unit uses not-ready

signal to indicate data aren’t

available in unified and Weight

FIFO buffer 
39
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TPU Micro-architecture

● Each PE performs Multiply-and 

Accumulate (MAC) operation

● The unified memory buffer is 

decomposed into input, weight, 

and output buffer

● Each weight buffer stores weights

of a filter

● At each cycle, inputs are pushed in 

the PE horizontally

● Partial sums flow vertically
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Systolic Execution in TPU

● Reading a large SRAM is much more expansive than arithmetic 

● Using systolic execution to reduce R/W of the unified buffer

● Weight-stationary dataflow is shown below
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Systolic Execution in TPU

● Reuse input values

● Relies on data from different directions arriving at each array at 

regular interval to do the calculation
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Systolic Execution in TPU
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Conclusion

● Instruction-Level Parallelism (ILP)

○ Pipelining, super-scalar processor

● Thread-Level Parallelism (TLP)

○ Hardware multi-threading

● Data-Level Parallelism (DLP)

○ SIMD, Vector processor, GPU
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