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ABSTRACT

Recently, the field of novel view synthesis has witnessed
remarkable advancement, where 3D Gaussian Splatting has
gained considerable attention and spawned numerous ap-
plications due to its efficiency and performance. However,
its effectiveness deteriorates significantly under sparse-view
conditions. While existing approaches incorporate monoc-
ular depth maps as additional geometric information, they
remain limited by inherent scale ambiguity. In this paper, we
propose leveraging monocular normal maps, which provide
rich geometric cues without scale ambiguity, to improve the
reconstruction quality under sparse-view conditions. Two
reconstruction-based losses based on normal maps are in-
troduced to guide the orientations and undulation of 3D
Gaussian primitives. We also incorporate a dense feature
correspondence extractor to improves the density and cover-
age of the initial point cloud. Experiments on representative
datasets demonstrate the advantages of the proposed frame-
work compared to related methods.

Index Terms— Novel view synthesis, Gaussian splatting,
normal constraints, 3D reconstruction

1. INTRODUCTION

Novel view synthesis (NVS) has established itself as a piv-
otal research area in multi-view image processing and 3D
vision. Through artificial neural networks, Neural radiance
field (NeRF) [3] has achieved remarkable success. However,
these impressive results come with drawbacks, including long
training times and the requirement for extensive image collec-
tions. Many previous research has attempted to achieve few-
shot novel view synthesis through regularization terms [4]
or priors from pre-trained models [5, 6], but they still suffer
from intensive computational cost and slow rendering speed.
While a few subsequent methods have successfully reduced
the training time [7, 8], they compromise rendering quality.
Recently, 3D Gaussian Splatting (3DGS) [9] models 3D
scenes through a collection of Gaussian primitives, initial-
ized by a Structure-from-Motion (SfM) [10] sparse point
cloud. During training, the positions, shapes, colors, and
opacities of these primitives are optimized through pruning
and densification. By using an efficient and differentiable
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Fig. 1. Comparing results of LLFF dataset with three train-
ing views. With normal constraints and dense point initial-
ization, our method reconstructs correct geometry and fine
details compared to FSGS [1] and DropoutGS [2]

splat-based rasterization, 3DGS achieves real-time rendering
speed while maintaining high rendering quality. However,
the reconstruction performance of 3DGS heavily relies on a
sufficient number of input views. When the number is few,
3DGS tends to overfit on training views because the point ini-
tialization from sparse views is usually poor and there is no
appropriate regularization. To improve reconstruction quality
under sparse-view conditions, several approaches have lever-
aged monocular priors, such as depth from pre-trained depth
estimators [11, 12, 1]. However, when applying depth priors,
they encountered the inherent scale ambiguity of monocular
depth maps. To mitigate this problem, these methods either
align scales [11] or use specially designed normalization
techniques [12, 1]. Recent approaches [13, 2] have discov-
ered that dropout techniques help 3DGS mitigate overfitting
during training under sparse-view conditions.

In this paper, we propose leveraging monocular normal
maps instead of monocular depth maps. We consider that
normal priors provide detailed geometric information without
suffering from scale ambiguity, and they can be seamlessly
integrated into the training procedure. We present two recon-
struction losses to take advantage of the information from nor-
mal maps. The surface normal reconstruction loss (Lsyorm)
uses predicted monocular normal maps to supervise the ren-



dered normal maps produced by 3DGS. It helps the model to
learn the orientations of primitives from the scene. On the
other hand, the depth-to-normal reconstruction loss (Lanorm)
constraints the estimated normal maps from rendered depth
maps produced by 3DGS. It allows the model to utilize nor-
mal priors to guide gradients of surface depths.

Normal constraints have been discussed in several related
articles. For instance, in 2DGS [14], rendered normal are used
to regularize the orthogonal vectors of surface tangents with
respect to GS primitive orientations. By contrast, our depth-
to-normal reconstruction loss aims at adjusting the orthogonal
vector of surface undulation to meet the monocular predicted
normals. DN-Splatter [15] leverages depth and normal pri-
ors as geometric constraints for indoor reconstruction tasks,
but the normal prior is regarded as a supporting role and a
smoothness constraint. We argue that the normal priors it-
self can provide detailed surface information for sparse-view
conditions, under appropriate point initialization conditions.

To address the insufficient initialization issues, we in-
troduce a Dense Feature Triangulation (DFTri), which uti-
lizes robust dense feature matching points from a pre-trained
model to generate a denser point cloud with improved cover-
age of co-visible areas. This advantage mitigates overfitting
compared to random initialization [12] and COLMAP MVS
initialization [1] proposed in previous frameworks.

We conducted extensive experiments on the LLFF [16],
DTU [17], and Tanks and Temples [18] datasets to validate
the benefits of incorporating normal constraints with dense
initialization. The results demonstrate that our framework
achieves higher visual quality compared to related methods
and remains effective even for large-scale scenes.

2. METHODS

Fig.2 shows the overview of the proposed framework. After
initialization with our DFTri, a 3DGS model is iteratively op-
timized with the proposed normal losses and other functions.

We first introduce the preliminary concept of 3D Gaussian
Splatting. 3DGS [9] represents a given scene by a collection
of 3D Gaussians. Each Gaussian primitive is parameterized
by its center u € R3, covariance matrix X € R3*3, opacity
a € R, and color feature f € R*. The i-th Gaussian primitive
is defined as:

Gi(z) = exp(—%(a: — ui)TZ_l(a: — 1)), (1

where the covariance matrix ¥ = RSST R” to ensure posi-
tive semi-definite. S = diag(s) € R3*? is a diagonal matrix,
whose three diagonal elements control the scales along the
x, y, and z axes, and R € R3*3 is a rotation matrix. For
rendering, Gaussian primitives are projected onto the 2D im-
age plane by the 2D covariance matrix ¥’ and sorted by their
depth values. ¥ is computed as:

Y =Jwswltjt, 2

where J denotes the Jacobian of affine approximation of pro-
jective transformation and W represents the view transforma-
tion. The color of a pixel p is computed by alpha-blending:

i1
c= Zcia;]:[(lfa;-), 3)
ieN =1

where c; denotes the view-dependent color of ¢-th Gaussian
primitive; o, represents the opacity of i-th projected 2D Gaus-
sian. NV is a set of ordered points overlapping the given pixel.

2.1. Normal Priors for Novel View Synthesis

Under sparse-view conditions, depth priors contain valuable
geometric information but suffer from inherent scale ambigu-
ity. To mitigate this issue, existing methods [11, 12, 1] em-
ploy either scale alignment through linear regression or spe-
cially designed normalization techniques. Nonetheless, these
approaches cannot fully resolve the scale ambiguity problem.
Hence, we sought a prior that satisfies three criteria: (1) pro-
viding sufficient geometric information, (2) retaining invari-
ant to scale ambiguity, and (3) easiness to be seamlessly in-
tegrated into the training procedure without complex modi-
fications. We observed that normal priors can capture scene
structure and surfaces while depth priors only provide coarse
geometry, as shown in Fig. 3. For sparse-view conditions,
monocular normal maps fulfill these requirements perfectly.
Thus, we aim to incorporate normal priors into 3DGS frame-
work to improve the reconstruction performance.

Before we discuss our proposed loss functions, we first in-
troduce how we produce rendered normal maps with 3DGS.
Since the normal of a Gaussian primitive can be approximated
by the direction of its shortest axis, we obtain 3D normal vec-
tor n; of the i-th Gaussian primitive by:

n; = R; - OneHot(arg min(s7, s?, s7)), “4)

where R; is the rotation matrix and composed of three local
axes with respect to the world coordinate. s¥,s?, s are scal-
ing factors of three axes of the primitive, and OneHot(.) € R?
returns a unit vector where the position with the smallest scale
is one and zeros are everywhere else.

To retain the differentiable property of 3DGS, we adjusted
the color-based alpha blending from Eq. (3) for the normal
vector of each pixel as shown below. We then aggregate all
normal vectors to form the rendered normal map N:

i—1
n= Znia;H(l—a;), (5)
1EN j=1

To exploit the information from normal maps, we propose
two simple yet effective normal-based reconstruction losses,
the surface normal reconstruction loss (Lsnom) and the depth-
to-normal reconstruction loss (Lgnorm), as shown in Fig. 4.
The first loss is a reconstruction loss between predicted and
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Fig. 2. Overview of our method. Robust dense correspondences are first extracted using a pre-trained model, and they form
dense point initialization by triangulation. During optimization, we incorporate monocular normal maps as priors and present
two normal-based losses to guide the model toward more accurate and detailed geometry.
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Fig. 3. Comparison of monocular depth and normal priors.
Normal maps capture more detailed geometric structure and
surfaces, while depth maps only capture coarse geometry of
scenes and suffer from inherent scale ambiguity.

rendered normal maps, encouraging the model to pay atten-
tion on geometric structure. We leveraged Metric3Dv2 [19]
to predict monocular normal maps and confidence maps. We
found that predicted normal maps exhibit higher reliability in
planar regions compared to edges or tiny objects in the scene,
as shown in Fig. 5. To address this issue, we incorporate
predicted confidence maps aligning with these observations
as spatially-varying weights to control the contribution of dif-
ferent regions. During each iteration, we randomly select a
training view I,, from V input views {I,}V_,. For the se-
lected view I,,, we obtain its monocular normal map Nv and
render its corresponding normal map Nv from 3DGS. Lgnorm
for the training view I,, is formulated as:

snorm - Z WS ( )

pEl,

N,(p)l, (6)

where W7 (p) denotes the weight of p-th pixel of the training
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Fig. 4. Illustration of two normal losses. Left: Lgorm, €n-
couraging aggregated normals of Gaussian primitives to align
with monocular normal predictions. Right: Lgpom, Where sur-
face normals are estimated from rendered depth gradients and
subsequently aligned with predicted normal priors.

view [,. We take the corresponding confidence scores pre-
dicted for v-th training view as the weights.

While normal priors provide abundant geometric infor-
mation, we intend to further relate the information to guid-
ing surface undulation. Thus, we propose indirectly leverag-
ing rendered surface depth (similar to depth maps but without
quantization and normalization) {D,,}V_, from 3DGS by es-
timating the corresponding normal maps from the gradients of
rendered depth surface. Crucially, the depth-to-normal esti-
mation remains scale-invariant as it relies on depth gradients,
which encode only relative pixel relationships. We formulate



Fig. 5. Visualization of confidence maps and normal maps.
We normalize the confidence of each pixel; the brighter it is
in the image, the higher the confidence.

Lgnorm for the training view [, as:

Ednorm = Z Wzt)i(p> : |Nv(p) - NvD(p)l’ (N
pel,

where NU’D denotes the normal map estimated from the ren-
dered surface depth D,, and W¢(p) denotes the weight of
p-th pixel of the training view I,,. While the surface normal
reconstruction loss Lgom helps the model pay attention to the
orientations of 3D Gaussian primitives, the depth-to-normal
reconstruction loss Lanom can guide the relative depth of the
primitives. Notably, our empirical results demonstrate that
Lanorm achieves optimal performance when Wlfl (p) = 1 for
all pixels. We attribute this to the distinct characteristics of
normal maps derived from rendered depth, which appear to
be sharper overall compared to both monocular normal pri-
ors and directly rendered normal maps. Applying monocular
normal confidence scores to depth-derived normals may mis-
direct the model, potentially degrading reconstruction quality.

2.2. Dense Feature Triangulation for Initialization

Original 3DGS uses COLMAP Structure-from-Motion (SfM)
[10] to obtain camera poses and initial point clouds. When
the number of input views is small, point clouds become
sparse. DNGaussian [12] and DropoutGS [2] use random
initialization to generate initial point clouds but starting from
suboptimal positions potentially harms the performance and
necessitates additional regularizations. FSGS [1] utilizes
COLMAP Multi-View Stereo (MVS)[20] by patch match-
ing to densify initial point clouds. It better represents scene
structure and typically produces more points than random
initialization, thereby adopted by subsequent frameworks
[21, 22, 13]. However, it requires long execution time and
may fail when input views exhibit poor co-visibility and few
salient features, such as in scenes of DTU dataset.

We introduce Dense Feature Triangulation (DFTri) ini-
tialization strategy that produces dense point clouds with su-
perior coverage of co-visible regions. We employ a pretrained
dense matching model [23] to extract robust correspondences
between all pairs of input views to increase the number and
area of matched points. Using camera poses provided by

Method ‘ PSNR1 SSIM?T LPIPS| AVGE|
FreeNeRF 19.63 0.612 0.308 0.134
SparseNeRF 19.86 0.624 0.328 0.127
DNGaussian 19.12 0.591 0.294 0.132
FSGS 20.43 0.682 0.248 -
CoR-GS 20.45 0.712 0.196 0.101
FewViewGS 20.54 0.693 0.214 -
DropoutGS 19.35 0.622 0.282 0.128
DropGaussian | 20.76 0.713 0.200 -
Ours 21.18 0.757 0.161 0.090

Table 1. Quantitative evaluation on LLFF with three train-
ing views. Cell colors denote best, second-best, and

third-best results.

datasets, we triangulate these correspondences to estimate
depth values and reconstruct 3D points for initialization.

2.3. Loss Functions

The final loss function, comprising the photometric loss of
3DGS Leoior [9], Lsnorm defined in Eq. (6), and Lgnorm intro-
duced in Eq. (7), is formulated as follows:

L= ﬁcolor + >\1£snorm + >\2[’dnonm (8)

where Ay = 0.9 and Ao = 0.05 are balancing weights for
Lsnorm and Lanom, respectively.

3. EXPERIMENTS

This section introduces the primary comparisons. Please refer
to the supplementary materials for more experiments.

We compared our method with representative few-shot
NVS methods, including FreeNeRF [4], SparseNeRF [24],
DNGaussian [12], FSGS [1], CoR-GS [21], FewViewGS
[22], Drop-outGS [2], and DropGaussian [13]. Following
related methods, we report PSNR, SSIM, LPIPS scores and
the Average Error (AVGE) [25], defined as the geometric
mean of MSE = 10~PSNR/10 /T —SSIM, and LPIPS. Our
approach is implemented with the PyTorch framework (ver-
sion 1.12.1). We trained for 7k iterations across all datasets.
Lanorm Was introduced after 4k iterations. All experiments
were conducted on a single NVIDIA RTX 3090 GPU.

The LLFF dataset is the most popular dataset that com-
prises eight forward-facing scenes. Most of them are room-
scale and the rest are outdoor scenes without intensive depth
changes. Following previous methods [24, 4], we held out
every eighth image for testing and uniformly sampled from
the remaining images for training, and downsampled images
by a factor of eight. Table 1 presents quantitative compar-
isons with NeRF-based and 3DGS-based representative ap-
proaches on LLFF with three training views and Fig. 1 shows



Method PSNR SSIM LPIPS AVGE
FreeNeRF 19.92 0.787 0.182  0.098
SparseNeRF 19.55 0.769 0.201  0.102
DNGaussian 1891 0.790 0.176  0.102
FSGST 16.09 0.805 0.169 0.131
CoR-GS 19.21 0.853 0.119 0.087
FewViewGS 19.74  0.861 0.127 -

DropoutGS 20.22 0.830 0.150  0.086
DropGaussian | 16.10 0.717 0.280  0.167
Ours 1991 0.860 0.115 0.082

Table 2. Quantitative evaluation on DTU with three training
views. T denotes results from models trained by ourselves
on DTU using released codes, as the original papers did not
report these scores.
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Fig. 6. Qualitative comparisons of novel view synthesis on
DTU with three input views.

qualitative comparisons. Our method achieves the best perfor-
mance on the LLFF dataset, demonstrating its effectiveness in
forward-facing scenes.

The DTU dataset is a widely-used dataset that contains
object-centric scenes with large textureless areas, which bring
challenges for feature-matching-based methods, including
our initialization approach. Nevertheless, our normal pri-
ors effectively compensate for this limitation by providing
precious geometric cues in textureless areas. We selected
fifteen scenes for comparison and downsampled images by
a factor of four, consistent with prior studies [24, 4]. Table
2 demonstrates that our method reveals competitive perfor-
mance on scenes with large textureless regions, obtaining the
best LPIPS and AVGE scores, the second-best SSIM score,
and a comparable PSNR score. Fig. 6 shows that our method
successfully captures scene details and maintains geometric
structure in textureless regions with guidance of normal pri-
ors, whereas DropoutGS (built upon DNGaussian), which
rely on depth priors, cannot acquire comparable details.

4. CONCLUSION

This paper proposes two reconstruction losses based on nor-
mal priors and initializes 3D points with dense feature trian-
gulation for sparse-view 3DGS. The two losses, taking advan-
tage of the geometric information form normal maps, are not
only able to effectively guide geometric structure learning but
also invariant to scale ambiguity. Our initialization strategy
leverages robust dense feature points to generate dense point
clouds with superior coverage of co-visible areas. Our ap-
proach reaches state-of-the-art performance of few-shot novel
view synthesis on representative benchmark datasets, includ-
ing LLFF, DTU, and T&T. In the future, we plan to explore
the possibility of incorporating powerful generative priors to
further enhance novel view synthesis.
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